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This document was developed under the Information Storage and Retrieval discipline scope, component taught by Professor Mark Sanderson.  

1. Introduction to the exercise characterization

The World Wide Web has emerged as a viable and an incredible way to publish and retrieval information. 

Today, in opposition to the past, where the information access was a privilege at hand at some favoured society classes, the global community has acquired a new attitude that is sensible to easily make available the information always to a larger number of the global society, without any kind of discrimination (at least, it intends to be like that).

The permanent IT evolution is causing a depth impact and transforming the behaviour of the actual societies. Nowadays, the people are awaking to a new order, almost like the transition that happened at the time of the Middle Ages.

The extraordinary quantity of information resident on the global net, transforming the Web on a vast extent ocean, makes it deeply valuable, but, at the same time, it offers many complexities adding to the adjective “navigate”, another meaning than the one that the Portuguese Navigators described…

Until recently, navigating was a typical approach for finding information on the Web. Starting with a particular Web page, the approach was to follow links from page to page, make educated guesses along the way, hoping sooner or later to arrive at the desired piece of information. And this could be very amusing if time wasn’t a limitation. The need to find a specific piece of information quickly, or the need to find that same information again easily is a must (!) and navigating without appropriate tools soon lost its charm.

A number of new tools have then been developed that enable information published on the Web to be searched and discovered more effectively – The Web Search Engines!

1.1 Aims and objectives

The main aim for this course work is to study three IR systems (in our case – web search engines) and describe what IR techniques are being used in those systems.

Moreover, we are also interested in understanding the way Web Search Engines works. Because of this, this document will be a little bit greater then the one that was proposed by the Professor.

So, the objectives for this course work are:

· Describing the general way that Web Search Engines works;

· Outlining some IR techniques that are being used in the selected IR systems;

· Comparing some of the features and IR techniques according to those systems.

2. Web Search Engines

In this chapter we are going to generally present the major elements that compound the Search Engines, and there are three major elements. 

2.1 The Spider

Also called the crawler, the spider visits a web page, reads it, and then follows links to other pages within the site. This is what it means when someone refers to a site being "spidered" or "crawled." The spider returns to the site on a regular basis, such as every month or two, to look for changes. Everything the spider finds goes into the second part of a search engine, the index.

2.2 The Index

The index, sometimes called the catalogue, is like a giant book containing a copy of every web page that the spider finds. If a web page changes, then this book is updated new information.

Sometimes it can take a while for new pages or changes that the spider finds to be added to the index. Thus, a web page may have been "spidered" but not yet "indexed." Until it is indexed (added to the index) it is not available to those searching with the search engine.

2.3 The Software

The Search Engine Software is the third part of a search engine. This is the program that examines through the millions of pages recorded in the index to find matches to a search and rank them in order of what it believes is most relevant. But how do search engines go about determining relevancy of information that they are returning? - They follow a set of rules, with the main rules involving the location and frequency of keywords on a web page. These are two techniques of searching and returning the information we need on the web - we are going to discuss this later on this document.

All search engines have the basic parts described above, but there are differences in how these parts are tuned. That is why the same search on different search engines often produces different results. The most significant search techniques and some of the differences between the major search engines will be described in the following sections of this document.

3. The Selected Web Search Engines

We have selected three different Web search engines: Altavista that we use daily (just like Google), Excite (that we haven’t tried before) and Google.

3.1 Altavista - http://www.altavista.com/
3.1.1 How it works

AltaVista claims to access the largest Web index: 31 million pages on 476,000 servers, and four million articles from 14,000 Usenet news groups. AltaVista is the result of a research project started in the summer of 1995 at Digital's Research Laboratories in Palo Alto, California. It combines a fast Web crawler (Scooter) with scalable indexing software.

AltaVista supports simple or advanced searching. Simple Search uses machine intelligence to force some of the features of Advanced Search. Advanced gives the searcher more specific control. The Help is context sensitive depending on which type of search we have chosen.

3.1.2 Some particularities
Simple Query results are ranked according to a scoring algorithm, and displayed in declining order of relevance. A document has a higher score if:

· the query words or phrases are found in the first few words of the document;

· the query words or phrases are found close to one another in the document;

· the document contains more than one instance of the query word or phrase.

3.2 Excite - http://www.excite.com/
3.2.1 How it works

Excite claims to be the most comprehensive search tool on the Internet, indexing over 50 million Web pages, 60,000 categorized Web site reviews, and recent Usenet postings. Its search engine uses ICE (intelligent concept extraction) to learn about word relationships. This enables a kind of cross-referencing, so that Excite "knows" that "pet grooming" and "dog care" are related topics even if the words "dog" and "care" are not actually on a "pet grooming" page. 

Excite claims to be the only search engine with this feature. 

3.2.2 Some particularities
Excite lists 10 results at a time in decreasing order of relevance. Many pages with the same basic URL may have similar relevance, so one screen of results may all point to a single site.

If one result is intended like a very good match for our search, Excite offers the possibility to choose the "More Like This" link next to the title. That document will then be used as an example in a new search to find sites even more closely matching that one. 

3.3 Google - http://www.google.com/
3.3.1 How it works

Google is a very fast search engine that organises search results well. It can search on all words that we can type. Once it produces results, we can find out what pages links to that site (using GoogleScout).

Another unusual feature is that Google keeps cached copies of sites, so even if a site is no longer out there, we can still view what was on the page! 

3.3.2 Some particularities

Google stores many web pages in its cache to retrieve as a back-up in case the page's server temporarily fails. If the server is not available, Google's cache of the page we need can be a lifesaver. 

This cached material can often be much faster than following the regular link, although the information you receive may be less up-to-date.

4. Search techniques

We are going to present only a few search techniques that we found the most interesting ones.

4.1 Boolean logic search

The Internet is a vast computer database. As such, its contents must be searched according to the rules of computer database searching. Much database searching is based on the principles of Boolean logic. Boolean logic refers to the logical relationship among search terms. 

If we take the time to understand the basics of Boolean logic, certainly we will have a better chance of search success. 

Search engines tend to have a default Boolean logic. This means that the space between multiple search terms defaults to either OR logic or AND logic. It is imperative that we know which logical operator is the default. 

For example, Excite defaults to OR. At this site, we must place a plus sign (+) in front of each search term for AND logic to apply. If we just enter multiple search terms, the space between them will be interpreted as the Boolean OR.

Google defaults to AND logic and AltaVista is an interesting example: the space between terms in many multiple-term searches is interpreted as a phrase. If your terms are not present in AltaVista's dictionary of phrases, the engine will default to OR. 

When searching full text databases, we must use proximity operators (e.g., NEAR) if these are available rather than specifying an AND relationship between the keywords. This will make sure that our keywords are located near each other in the full text document.

4.2 Ranking relevancy

When we search for anything using a search engine, nearly instantly, the search engine will sort through the millions of pages it knows about and presents us with ones that match our topic. The matches will even be ranked, so that the most relevant ones come first. But how do search engines go about determining relevancy?

Pages with keywords appearing in the title are assumed to be more relevant than others to the topic.

Search engines will also check to see if the keywords appear near the top of a web page, such as in the headline or in the first few paragraphs of text. They assume that any page relevant to the topic will mention those words right from the beginning.

Frequency is the other major factor in how search engines determine relevancy. A search engine will analyse how often keywords appear in relation to other words in a web page. Those with a higher frequency are often deemed more relevant than other web pages.

Some search engines index more web pages than others. Some search engines also index web pages more often than others. The result is that no search engine has the exact same collection of web pages to search through.

Search engines may also give web pages a "boost" for certain reasons. For example, Excite uses link popularity as part of its ranking method. It can tell which of the pages in its index have a lot of links pointing at them. These pages are given a slight boost during ranking, since a page with many links to it is probably well regarded on the Internet.

Google interprets a link from page A to page B as a vote, by page A, for page B. Google assesses a page's importance by the votes it receives. But it looks at more than sheer volume of votes, or links; it also analyses the page that casts the vote. Votes cast by pages that are themselves "important" weigh more heavily and help to make other pages "important." These important, high-quality results receive a higher page rank and will be ordered higher in results. But important pages mean nothing to us if they don't match our search. Google uses sophisticated text-matching techniques to find pages that are both important and relevant to our search. For example, when Google analyses a page, it looks at what those pages linking to that page have to say about it. It makes a heavy use of link popularity as a primary way to rank web sites. This can be especially helpful in finding good sites in response to general searches such as "cars" and "travel," because users across the web have in essence voted for good sites by linking to them.

Obtaining high rankings in Altavista is very difficult considering that Altavista currently has one of the largest Internet databases of all the search engines.

5. Conclusions

We have considered this course work very interesting but the subject comprise many sources of information that could lead us much over than the initial 1000 words proposed. And we have passed over them yet…

Finally we try to answer the question: What, of the mentioned search engines, do we use? - Well, that depends....

· Altavista - It's fast, returns good hits and is accurate. Plus its database is huge. It also has a nice refine feature for weeding out irrelevant hits.  

· Google - For quick queries where we want precision (accuracy) in results. It's fast and uncannily accurate. The "cached" page feature is useful when the actual Web site is busy and unreachable. 

· Excite  - If we want to use concept searching - find a good web site and then look for others using the same criteria.

So that depends of the objectives we are supposed to reach with our search process; it depends of the search techniques we want to use; it also depends of the features of the search engine we want to exploit. 

The easiest way to answer this question is to learn all of them and, depending on the objectives, apply the search technique implemented by the best web search engine.
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